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 2        Cloud Computing 

 

1. Introduction to Cloud Computing. 

To understand cloud computing or services, let’s consider a situation that’s typical in 

today’s medium to large enterprises. Let’s assume a business unit that has an 

immediate need to deploy and maintain an analytics application that it has built 

internally. The application will provide the business users with valuable business insight 

that will make the company much more competitive in the marketplace. The business 

unit has the budget but not the time to implement the solution and this deployment 

needs to happen in the next three months. 

 

The IT hosting team members understand the requirement, but to deploy an application 

with IT resources requires coordination among hardware, software, operations, and 

support teams. Perhaps ordering hardware and preparing the enterprise operating 

system build itself takes two months. After that, IT has to go through its standard testing 

process and operations procedures to make sure all the support needs are identified. 

So, the earliest application delivery date would be in six months. 

 

The business owner escalates the urgency of the issue but cannot get past the process 

boundaries of the enterprise. Ultimately, the business owner establishes an 

independent IT department funded by the business and delivers the application in three 

months. Even though the application is delivered, it doesn’t have the enterprise support 

and operations quality. 

 

Now, the CEO and the CTO evaluate the situation at the enterprise level and come to 

the conclusion that there are too many application instances running redundantly across 

the enterprise and costing the enterprise millions of dollars in resource and 

maintenance costs. Therefore, they decide to create a mandate that all the applications 

need to be migrated to the IT application-hosting infrastructure. Eventually, the business 

unit ends up creating an exception for its situation and continues running its own IT 

department, thus costing the overall enterprise on redundant resources.  

 

We see these scenarios on a daily basis, but we don’t see a clear solution to the 

problem unless the entire process and structure in which these organizations operate is 

revamped, or technology like cloud computing takes off and enterprises embrace it 

wholeheartedly. 

 

Let’s see how cloud computing can help in this area? To understand, let’s consider the 

same business case: the business owner has an immediate need to deploy and 

maintain an analytics application, and the time frame is within three months. The 

biggest hurdles IT has in deploying this application are not in the application itself but in 

the dependencies and the process involved in provisioning the infrastructure required to 

deploy and maintain it. If the cloud computing dream is realized, it will eliminate the 

need for the application hosting team to be dependent on most of the hardware team 

requirements, because abstraction of hardware is one of the main tenets of cloud 

computing, and this abstraction is provided by cloud service providers’ data centers. If 

the servers’, load balancers’, routers’, and switches’ dependencies are eliminated, the 

application hosting team could focus solely on deploying the application in the cloud 
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service of its choice, with business approval. In this case, the overall IT agility will 

improve and better align with the business goals of the enterprise. 

 

1.1 History of Cloud Computing. 

The concept of cloud computing dates back to the 1960s, when John McCarthy opined 

that computation may someday be organized as a public utility.  Almost all the modern-

day characteristics of cloud computing (elastic provision, provided as a utility, online, 

illusion of infinite supply), the comparison to the electricity industry and the use of 

public, private, government and community forms was thoroughly explored in Douglas 

Parkhill's 1966 book, “The Challenge of the Computer Utility.” 

The actual term cloud borrows from telephony in that telecommunications companies, 

who until the 1990s primarily offered dedicated point-to-point data circuits, began 

offering Virtual Private Network (VPN) services with comparable quality of service but at 

a much lower cost. By switching traffic to balance utilization as they saw fit, they were 

able to utilize their overall network bandwidth more effectively. The cloud symbol was 

used to denote the demarcation point between that which was the responsibility of the 

provider from that of the user. Cloud computing extends this boundary to cover servers 

as well as the network infrastructure. The first scholarly use of the term cloud computing 

was in a 1997 lecture by Ramnath Chellappa. 

Amazon played a key role in the development of cloud computing by modernizing 

their data centers, which like most computer networks, were using as little as 10% of 

their capacity at any one time, just to leave room for occasional spikes. Amazon initiated 

a new product development effort to provide cloud computing to external customers, 

and launched Amazon Web Service (AWS) on a utility computing basis in 2006. 

In 2007, Google, IBM and a number of universities embarked on a large scale cloud 

computing research project. In early 2008, Eucalyptus became the first open source 

AWS API compatible platform for deploying private clouds. In early 2008 OpenNebula, 

enhanced in the RESERVOIR European Commission funded project, became the first 

open source software for deploying private and hybrid clouds and for the federation of 

clouds. By mid-2008, Gartner saw an opportunity for cloud computing to shape the 

relationship among consumers of IT services, those who use IT services and those who 

sell them and observed that organizations are switching from company-owned hardware 

and software assets to per-use service-based models so that the projected shift to cloud 

computing will result in dramatic growth in IT products in some areas and significant 

reductions in other areas. 
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1.2 Definition of Cloud Computing. 

With the rapid development of processing and storage technologies and the success of 

the internet, computing resources have become cheaper, more powerful and more 

ubiquitously available than ever before. This technological trend has enabled the 

realization of a new computing model called cloud computing, in which resources (e.g., 

CPU and storage) are provided as general utilities that can be leased and released by 

users through the Internet in an on-demand fashion.  

As an example, the work in “A break in the clouds” 1 compared over 20 different 

definitions from a variety of sources to confirm a standard definition. The definition of 

cloud computing provided by The National Institute of Standards and Technology 

(NIST), covers all the essential aspects of cloud computing. 

NIST definition of cloud computing: “Cloud computing is a model for enabling 

convenient, on-demand network access to a shared pool of configurable computing 

resources (e.g., networks, servers, storage, applications, and services) that can be 

rapidly provisioned and released with minimal management effort or service provider 

interaction.” 2 

In a cloud computing environment, the traditional role of service provider is divided into 

two: the infrastructure providers who manage cloud platforms and lease resources 

according to a usage-based pricing model, and service providers, who rent resources 

from one or many infrastructure providers to serve the end users. 

The emergence of cloud computing has made a tremendous impact on the Information 

Technology (IT) industry over the past few years, where large companies such as 

Google, Amazon and Microsoft strive to provide more powerful, reliable and cost-

efficient cloud platforms, and business enterprises seek to reshape their business 

models to gain benefit from this new paradigm. 

The main reason for the existence of different perceptions of cloud computing is that 

cloud computing, unlike other technical terms, is not a new technology, but rather a new 

operations model that brings together a set of existing technologies to run business in a 

different way. Indeed, most of the technologies used by cloud computing, such as 

virtualization and utility-based pricing, are not new. Instead, cloud computing leverages 

these existing technologies to meet the technological and economic requirements of 

today’s demand for information technology. 

 

1.3 Related technologies. 

Cloud computing is often compared to the following technologies, each of which shares 
certain aspects with cloud computing:  
 
Grid Computing: Grid computing is a distributed computing paradigm that coordinates 
networked resources to achieve a common computational objective. The development 

                                                             
1
 Vaquero L, Rodero-Merino L, Caceres J, Lindner M (2009) A break in the clouds: towards a cloud definition. 

http://ccr.sigcomm.org/online/files/p50-v39n1l-vaqueroA.pdf 
2
 NIST Definition of Cloud Computing v15, csrc.nist.gov/groups/SNS/cloud-computing/cloud-def-v15.doc 
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of Grid computing was originally driven by scientific applications which are usually 
computation-intensive. Cloud computing is similar to Grid computing in that it also 
employs distributed resources to achieve application-level objectives. However, cloud 
computing takes one step further by leveraging virtualization technologies at multiple 
levels (hardware and application platform) to realize resource sharing and dynamic 
resource provisioning. 
 
Utility Computing: Utility computing represents the model of providing resources on-
demand and charging customers based on usage rather than a flat rate. Cloud 
computing can be perceived as a realization of utility computing. It adopts a utility-based 
pricing scheme entirely for economic reasons. With on-demand resource provisioning 
and utility based pricing, service providers can truly maximize resource utilization and 
minimize their operating costs.  
 
Virtualization: Virtualization is a technology that abstracts away the details of physical 
hardware and provides virtualized resources for high-level applications. A virtualized 
server is commonly called a virtual machine (VM). Virtualization forms the foundation of 
cloud computing, as it provides the capability of pooling computing resources from 
clusters of servers and dynamically assigning or reassigning virtual resources to 
applications on-demand. 
 
Autonomic Computing: Originally coined by IBM in 2001, autonomic computing aims at 
building computing systems capable of self-management, i.e. reacting to internal and 
external observations without human intervention. The goal of autonomic computing is 
to overcome the management complexity of today’s computer systems. Although cloud 
computing exhibits certain autonomic features such as automatic resource provisioning, 
its objective is to lower the resource cost rather than to reduce system complexity.  
 

 

1. 4 Characteristics of Cloud Computing. 
 
Cloud computing has a variety of characteristics, with the main ones being: 
 
Shared Infrastructure: Uses a virtualized software model, enabling the sharing of 
physical services, storage, and networking capabilities. The cloud infrastructure, 
regardless of deployment model, seeks to make the most of the available infrastructure 
across a number of users. 
 
Dynamic Provisioning: Allows for the provision of services based on current demand 
requirements. This is done automatically using software automation, enabling the 
expansion and contraction of service capability, as needed. 
 
Network Access: Needs to be accessed across the internet from a broad range of 
devices such as PCs, laptops, and mobile devices, using standards-based APIs. 
Deployments of services in the cloud include everything from using business 
applications to the latest application on the newest smart phones. 
 
Managed Metering: Uses metering for managing and optimizing the service and to 
provide reporting and billing information. In this way, consumers are billed for services 
according to how much they have actually used during the billing period. 
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2. Cloud Services Drivers and Barriers. 
 
Even though cloud computing has gained popularity as the new technology driver; 
businesses are still evaluating its feasibility for their own business environment. Below 
are the some of the key business drivers and barriers for cloud services. 
 
Security 
Security is a nonnegotiable requirement for a cloud service offering to be successful. 
Access control and security for business data is of utmost importance. Business data 
stored in the cloud needs to be encrypted not only during storage but also when 
transport. Secure data and network channels across application domains in the cloud 
should be built right into the cloud service infrastructure. Access control prohibits 
unauthorized access to the data and applications and provides authorization schemes 
for multiple applications. Businesses already have full-blown access control systems 
like Active Directory located on-premise and expect to seamlessly integrate cloud 
services with these systems. Cloud service providers must also provide a secure virtual 
execution environment that is isolated for other applications running in the same 
infrastructure. 
 Overly complex security architecture increases the barriers to entry for 
businesses to jump on to the cloud services bus. To reduce barriers to entry, the 
security architecture of a cloud service offering should be easier to integrate and 
transparent to businesses. One of the advantages of cloud services is the platform and 
infrastructure security can be totally transparent to the businesses lowering barriers to 
entry.  
 
Following is the list of security business drivers for cloud services: 

• Data storage security 

• Data transport security 

• Transparent storage and transport security 

• Authentication and authorization control 

• Single sign-on with other cloud offerings and on-premise systems 

• Recommended design patterns and architectures for application access control 

• Secure and isolated execution environments 

• Easy integration with on-premise security infrastructure (e.g., Active Directory) 
 
Total Cost of Ownership 
For any new technology in its infancy, total cost of ownership (TCO) is the first criteria 
businesses evaluate for finding the return on investment (ROI). If the business is not 
satisfied with the TCO, the technology or product is shelved until it matures. For 
businesses to jump on to the cloud services bus, the TCO of the cloud services should 
be significantly lower than on-premise software. For example, some CRM cloud 
services charge customers per seat. This pricing structure works out cheaper for small 
businesses, but for medium to large businesses, it turns out to be expensive because 
savings from economies of scale are not clearly passed on to the customer. Even if the 
TCO for on-premise CRM application is within the five percent margin of its cloud 
counterpart, businesses would prefer the on premise CRM application because of the 
flexibility and control an on-premise CRM application offers. Business would consider 
moving to a cloud service only if its TCO is lower than 15 percent of its on premise 
counterpart. 
 
Control 
An on-premise application offers businesses significant technological control compared 
to a cloud service. Control can be in the form of data storage, customizations, security, 
deployment, operations, and integration with other applications. When evaluating cloud 
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services, businesses assume the loss of control and conduct a trade-off analysis 
between loss of control and TCO. For some businesses, control of the application is 
important for customizing specific business processes. Every enterprise has some 
unique business processes that are not supported by any out-of-box applications. 
Enterprises then customize applications as per the business requirements before 
deploying it. So, to reduce the barriers to entry, software vendors must provide a 
customization platform in the form or an API or a software development kit (SDK) for 
businesses to customize the software for their specific needs to have more control. 
 
Culture 
Company culture plays a significant role in technology adoption. Some companies 
cultures dictate that they remain at least two versions behind the current released 
version of the product. These companies never evaluate a product unless a competitor 
has implemented it or it has gained popularity in a particular industry, irrespective of the 
business value or cost savings it offers. In industry terms, these companies are called 
laggards and are not going to be interested in cloud services anytime soon. Another 
kind of companies, called visionaries are exact opposite of laggards. Being on the 
leading edge of technology is embedded into the culture of these companies, and they 
do not hesitate to deploy beta version of a product in production if it offers business 
value or satisfies key business requirements. Cloud services vendors should market 
their services to these companies and get them aboard the cloud services bus. 
 
Competition 
Competition can force a company to take extreme business decisions to avoid risking its 
current market position. By saving operating expenses, a company can exert pressure 
on its competitor’s market position by reducing the product prices. Companies are 
constantly analyzing their competitors’ technology stacks to evaluate the operating 
expenses its competitors may be incurring and find a way to beat those expenses. If 
efficient companies embrace cloud services to reduce their operating expenses, 
competitors will soon follow to remain competitive and avoid risking their relative market 
position. 
 
Time to Market 
Time to market (TTM) is the time required for a particular product to be available in the 
market once it is conceptualized. TTM is critical for product companies where release of 
their products is scheduled years in advance and cannot be adjusted because of 
changes in technology. Cloud service is a platform for product and service companies to 
build applications on top. Cloud service providers must offer a significantly lower TTM 
as compared to on-premise software because of the minimal infrastructure and platform 
investments required by enterprises for cloud service adoption. 
 
Reliability 
Reliability is one of the quality attributes businesses look for in any software investment. 
Reliability encompasses the entire spectrum of quality attributes like availability, 
stability, scalability, performance, and maintainability. Businesses do not automatically 
assume the reliability of cloud services platforms because of lack of customer evidence 
available during the early stages. Cloud services vendors must not only demonstrate 
the reliability in hosting business critical applications but also outperform their own 
premise competitors. 
 
Service Level Agreement 
A service level agreement (SLA) is an agreement between the cloud service provider 
(CSP) and the customer. Even though an SLA is a broader topic, it is important to 
understand that an SLA can make or break a deal. A common misconception about 
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SLAs is that they represents the availability of a service. An SLA not only covers the 
availability of a service, but also other objectives like customer expectations, 
performance measurements, reporting, quality standards, and relationship 
management. A successful business driver for cloud services is an SLA addressing the 
quality of service required by the customer. 

 

 

3. Cloud Computing Architecture 

Fundamentally, cloud architectures are based on creation of large data centers with a 
management fabric defining clear abstraction between server hardware and operations 
systems. The management fabric automates the deployment of virtualized operating 
systems images on server hardware.  
 
In simplest form, a typical cloud data center consists of a bank of server hardware and 
massive storage for storing fully functional operating system images. The management 
fabric manages the life cycle of the deployment by allocating and decommissioning 
hardware and operating system images as needed. As a user, when you deploy your 
service to the cloud, the management fabric provisions the hardware servers, deploys 
operating system image on those servers, and deploys your service to those servers.  
 
Once the service is deployed on the servers, it is ready to be consumed. The number of 
service instances is configured by the service owner and would typically depend on the 
demand and high availability requirements of the service. 
 
The categories of service can be storage, database, information, process, application, 
platform, integration, security, management/governance, testing, and infrastructure. The 
figure 1 shows how they relate to one another. 
 

 
      Figure 1.3 

Database-as-a-service: This provides the ability to use the services of a remotely 

hosted database, sharing it with other users, and having it logically function as if the 

database were local. Different providers have different models, but the power is to use 

database technology that would typically cost thousands of dollars in hardware and 

software licenses. 

                                                             
3
 Figure 1 Source: David S. Linthicum, Cloud computing and SOA convergence in your enterprise, Chapter 1, Page No 11. 
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Information-as-a-service: This refers to the ability to consume any type of information, 

remotely hosted, through a well-defined interface such as an API. Examples include 

stock price information, address validation, and credit reporting. 

Process-as-a-service: This refers to a remote resource that can combine many 

resources together, such as services and data, whether hosted within the same cloud 

computing resource or remotely available, to create business processes. You can think 

of a business process as a Meta application that spans systems, leveraging key 

services and information that are combined into sequence to form a process. These 

processes are typically easier to change than applications, and thus provide agility to 

those who use these process engines that are delivered on-demand. 

Application-as-a-service: This is any application that is delivered over the platform of the 

Web to a user, typically accessing the application through a browser.  

Platform-as-a-service: This is a complete platform including application development, 

interface development, database development, storage, and testing, delivered through a 

remotely hosted platform to subscribers.  

Integration-as-a-service: This is the ability to deliver a complete integration stack from 

the cloud, including interfacing with applications, semantic mediation, flow control, and 

integration design. In essence, integration-as-a-service includes most of the features 

and functions found in traditional EAI technology, but they are delivered as a service. 

Security-as-a-service: This is the ability to deliver core security services remotely over 

the Internet. While the typical security services provided are rudimentary, more 

sophisticated services are becoming available such as identity management. 

Management-/governance-as-a-service: This is any on-demand service that provides 

the ability to manage one or more cloud services. These are typically simple things such 

topology, resource utilization, virtualization, and uptime management. Governance 

systems are becoming available as well, such as the ability to enforce defined policies 

on data and services. 

Testing-as-a-service: This is the ability to test local or cloud-delivered systems using 

testing software and services that are remotely hosted. It should be noted that while a 

cloud service requires testing unto itself, testing-as-a-service systems can test other 

cloud applications, Web sites, and internal enterprise systems, and they do not require 

a hardware or software footprint within the enterprise. 

Infrastructure-as-a-service: This is actually data center-as-a-service, or the ability to 

remotely access computing resources.  

3.1 A layered model of cloud computing. 

The architecture of a cloud computing environment can be divided into 4 layers: the 
hardware/ datacenter layer, the infrastructure layer, the platform layer and the 
application layer, as shown in Figure. 2.  
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Figure 24. 

 
 
The hardware layer: This layer is responsible for managing the physical resources of 
the cloud, including physical servers, routers, switches, power and cooling systems. 
In practice, the hardware layer is typically implemented in data centers. A data center 
usually contains thousands of servers that are organized in racks and interconnected 
through switches, routers or other fabrics. Typical issues at hardware layer include 
hardware configuration, fault tolerance, traffic management, power and cooling resource 
management. 
 
The infrastructure layer: Also known as the virtualization layer, the infrastructure layer 
creates a pool of storage and computing resources by partitioning the physical 
resources using virtualization technologies such as Xen, KVM and VMware. The 
infrastructure layer is an essential component of cloud computing, since many key 
features, such as dynamic resource assignment, are only made available through 
virtualization technologies. 
 
The platform layer: Built on top of the infrastructure layer, the platform layer consists of 
operating systems and application frameworks. The purpose of the platform layer 
is to minimize the burden of deploying applications directly into VM containers. For 
example, Google App Engine operates at the platform layer to provide API support for 
implementing storage, database and business logic of typical web applications. 
 
The application layer: At the highest level of the hierarchy, the application layer consists 
of the actual cloud applications. Different from traditional applications, cloud applications 
can leverage the automatic-scaling feature to achieve better performance, availability 
and lower operating cost. Each layer is loosely coupled with the layers above and 
below, allowing each layer to evolve separately. This is similar to the design of the OSI 
model for network protocols. The architectural modularity allows cloud computing to 
support a wide range of application requirements while reducing management and 
maintenance overhead. 

                                                             
4
 Figure 2 Source: Qi Zhang, Lu Cheng, Raouf Boutaba: Cloud computing: state-of-the-art and research challenges Published online: 

20 April 2010 
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3.2 Business model 
 
Cloud computing employs a service-driven business model. In other words, hardware 
and platform-level resources are provided as services on an on-demand basis. 
Conceptually, every layer of the architecture can be implemented as a service to the 
layer above. Conversely, every layer can be perceived as a customer of the layer 
below. In practice, clouds offer services that can be grouped into three categories: 
software as a service (SaaS), platform as a service (PaaS), and infrastructure as a 
service (IaaS) as shown in Figure 3. 

 
Figure 3 

Infrastructure as a Service (IaaS): IaaS refers to on-demand provisioning of 
infrastructural resources, usually in terms of VMs. The cloud owner who offers IaaS is 
called an IaaS provider delivers the computer infrastructure, typically a virtualized 
computer as a service. The end user has full controls over the virtualized computer 
instance, and can customize the instance accordingly. The virtualization technology is 
used to provide multi-tenancy and isolation to the users as different virtual instances 
may be allocated to a single physical machine. Unlike purchasing the physical servers, 
IaaS is charged on a utility basis depending on the consumption of the resources. 
Examples of IaaS providers include Amazon EC2, GoGrid and Flexiscale. 
 
Platform as a Service (PaaS): PaaS refers to providing platform layer resources, 
including operating system support and software development frameworks. It delivers a 
computing platform and solution stack as a service. It hides all the complexity of 
managing the underlying hardware, provides all the facilities required to support the 
complete lifecycle of building and deploying web applications and services entirely from 
the internet. Examples of PaaS providers include Google App Engine, Microsoft 
Windows Azure and Force.com. 
 
Software as a Service (SaaS): SaaS refers to providing on demand applications over 
the Internet it is a model of software deployment where in a provider delivers its 
software as a service to be used by customers on demand. It provides all the functions 
of a sophisticated traditional application to many customers and often thousands of 
users, but through a Web browser, not a locally-installed application. Little or no code is 
running on the Users local computer and the applications are usually tailored to fulfill 
specific functions. SaaS eliminates customer worries about application servers, storage, 
application development and related, common concerns of IT. Examples of SaaS 
providers include Salesforce.com, Rackspace and SAP Business By Design.  
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3.3 Types of Cloud. 
 
Public clouds: A cloud in which service providers offer their resources as services to the 
general public. Public clouds offer several key benefits to service providers, including 
no initial capital investment on infrastructure and shifting of risks to infrastructure 
providers. However, public clouds lack fine-grained control over data, network and 
security settings, which hampers their effectiveness in many business scenarios. 
 
Private clouds: Also known as internal clouds, are designed for exclusive use by a 
single organization. A private cloud may be built and managed by the organization or by 
external providers. A private cloud offers the highest degree of control over 
performance, reliability and security. However, they are often criticized for being similar 
to traditional proprietary server farms and do not provide benefits such as no up-front 
capital costs. 
 
Hybrid clouds: A hybrid cloud is a combination of public and private cloud models that 
tries to address the limitations of each approach. In a hybrid cloud, part of the service 
infrastructure runs in private clouds while the remaining part runs in public clouds. 
Hybrid clouds offer more flexibility than both public and private clouds. Specifically, they 
provide tighter control and security over application data compared to public clouds, 
while still facilitating on-demand service expansion and contraction. On the down side, 
designing a hybrid cloud requires carefully determining the best split between public and 
private cloud components. 
 

4. Commercial products on cloud Computing. 

There are various products and vendors for cloud computing in this paper we will 

discuss two major vendors of the cloud computing (Amazon and Google) and their 

products. 

4.1 Amazon Web Services 
 

Amazon is the largest online retailer in the world, and to support its daily operations, 
Amazon has one of the most advanced data centers in the world. Processing millions of 
transactions every hour requires a high-class transactional infrastructure that not only 
provides reliability and speed but also reduces the total cost of a transaction. Amazon 
has achieved this by building a resilient data center infrastructure boasting automated 
virtualized operating systems and storage servers.  
 
Amazon Web Services (AWS) is a set of cloud services, providing cloud-based 
computation, storage and other functionality that enable organizations and individuals to 
deploy applications and services on an on-demand basis and at commodity prices. 
Amazon Web Services’ offerings are accessible over HTTP, using REST and SOAP 
protocols. 
 
Figure 4 shows the screenshot of the products offered by Amazon. 
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Figure 4: Snapshot of Amazon Web Page 

 Figure 5 shows the AWS Management Console, which provides convenient 
management of your compute, storage, and other cloud resources.  
 

 

Figure 5: AWS Management Console 

Amazon also offers wide range of developer tools to the developer. Developer Tools 

help developers create and manage applications built on AWS. Both Amazon and the 

AWS developer community have produced a large number of tools to assist developers 

optimize their productivity by making good use of AWS.  
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4.2 Google 
 
Google is the leader in search services on the Internet and has a significant presence 
and properties in advertising, collaboration, e-mail, and social networking sites. Google 
has massively scaled data centers with customized caching algorithms that host the 
fastest search engine in the world. The company has extended this massively scalable 
infrastructure for hosting communication and collaboration platform called Google Apps 
and an application platform called Google AppEngine for developing and deploying web 
applications. 
 
Figure 6 shows the landing page of Google Apps. 
 

 
Figure 6. Google App page 

 
Google App Engine 
 
Google App Engine is an environment for developing and deploying web applications on 
Google’s infrastructure. The App Engine supports Python and Java as the primary 
programming languages to develop web applications. Developers can develop web 
applications in Python or Java and deploy those applications in App Engine for 
automatic scaling and load balancing. App Engine also provides a data store that 
supports simple create, retrieve, and delete functions. Developers can access the data 
store from within App Engine web applications to store and query data. 
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Google App Engine also provides Google Data APIs for accessing Google Apps 
components like Mail, Calendar, Search, and Docs. Below figure 7 shows the Google 
App Engine screen shot. 
 

 
 

Figure 7 Google App Engine. 
 

For developers Google also offers wide range of functionality, Figure 8 shows the some 
of the available developer resources from Google. 
 

Figure 8. Google Developer Resources 
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5. Comparison of Google and Amazon Cloud Computing. 

Google and Amazon are just don’t officering applications over the Web in the form of 

Software-as-a-Service (SaaS), but actually are offering an entire Platform-as-a-Service 

because they provide the foundational upon which to build highly scalable and robust 

Web-based applications in the same way that the traditional operating systems like 

Windows and Linux have done in the past for software developers. The table 1 gives 

the comparison of Google and Amazon based on various categories.  

Cloud Provider Amazon.com Inc. Google 

Offerings 
EC2 (Elastic Compute Cloud) 
plus S3 (Simple Storage Service) 

Google App Engine 

Classes of Utility 
Computing 

Infrastructure service Platform service 

Auto Scaling 
Automatically changing the 
number of instances based on 
parameters that users specify 

Automatic Scaling which is 
transparent to users 

Data‐‐‐‐Storage 
System 

Elastic Block Store; Amazon 
Simple Storage Service (S3); 
Amazon SimpleDB 

BigTable and MegaStore. Persistent 
storage with queries, sorting and 
transactions 

Types of 
Applications 

General-purpose applications 
General-purpose Windows 
Applications 

Operating 
Systems  

Linux 
Linux, Microsoft Windows and Mac 
OS X 

Supported 
Languages 

Linux and Red Hat Enterprise Python 

Applications & 
Framework 

MySQL Enterprise and 
OpenSolaris 

Django. Services include URL Fetch, 
Memcache and image manipulation 

Scalability 
Limited to 20 virtual computer 
instances during beta period; 
additional instances are allowed 

Up to 5 million page views per month 
with preview release 

Security 

Provides Web‐service interfaces 
to configure firewall settings that 
control network access to and 
between groups of instances 

Service runs on Google’s secure 
infrastructure. App Engine provides a 
secure sandbox environment 

Resource 
Abstraction Tech. 

& Virtualization 
Technology 

Server Virtualization (Xen) Technique-specific sandbox 

Redundancy 
Features 

Ability to place server instances 
in multiple locations and elastic 
IP addresses 

Fault‐tolerant servers 

Control Panel Web‐service interface 
Proprietary, the Administration 
Console 

Development 
Tools 

Command‐line tools for building 
AMIs 

Python runtime environment, 
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